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Abstract
An increasing number of organizations maintain collections of data about
individuals. Hospitals keep medical records of their patients, commerce companies collect
information of their clients, and web service companies keep track of the preferences of
their users. Publication of these data can be useful for research, epidemic studies,
commerce development, statistical analysis, etc. Data distribution could be either open, as a
publication on the internet, or restricted, for example to a particular research group. In
either case, the data holder must ensure the privacy of individuals whose personal
information is included in the released dataset.
The removal of directly identifying information (such as Name, SSN) from the
published records is not enough to guarantee individuals privacy. A potential attacker could
infer a record’s identity by linking public external information sources (voters registration
lists, phone number catalogues, etc.) with a combination of other attributes, like age, genre
and postal code, which are not generally unique per person.
The main goal of this survey is to describe the state-of-the-art anonymity guarantees
and privacy-preservation methods for safe data publications (k-anonymity, l-diversity, minvariance, km-anonymity, etc.). In the following sections I explain the basic notions of
anonymization and analyze the attack models that aim to breach individual privacy through
published data, as well as the basic techniques which are used to achieve the desired privacy
guarantees.

1.

Introduction

Nowadays, a variety of everyday life activities such as medical examinations, creditcard purchases, social-network interactions, internet browsing, web searching, etc., result to
the collection of individuals’ personal information. Organizations keep knowledge bases of
their clients like medical records, online-shopping basket data, user preferences, query logs,
etc. In many cases such datasets contain sensitive information that should not be revealed.
Examples include AOL which collected search logs from its users [70], Netflix which collected
movie ratings from its customers [72] and Group Insurance Commission (GIS) in
Massachusetts which collected health insurance data from state employees [52]. The fear of
potential privacy risks is well founded as inadequate data anonymization allowed the
exposure of the medical information of governor of Massachusetts in 2002 [52]. Moreover it
allowed the identification of an AOL user by reporters from the New York Times [70], and
finally it allowed the potential identification of Netflix subscribers based on posts in blogs
and newsgroups [72].
However, publication of these data can be useful for research, epidemic studies,
commerce development, statistical analysis, etc. Data distribution could be either open, for
example uploaded on a webpage on the internet, or restricted to a third organization or
research group. In either case, the data holder must ensure the privacy of individuals whose
personal information is included in the released dataset.
Anonymity for relational data has received considerable attention due to the need
of several organizations to publish data (often called microdata) without revealing the
identity of individual records. Even if the identifying attributes (e.g., name) are removed, an
attacker may be able to associate records with specific persons using combinations of other
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attributes (e.g., <zip, sex, birthdate>). The privacy-preserving transformation of the
microdata is referred to as recoding.
Assume the medical records of a Hospital will be released for epidemic research
purposes. The dataset consists of records with the following attributes:
<SSN, Name, Age, Sex, Postal Code, e-mail address, Disease>
Each record belongs to a patient and contains very sensitive personal information. For
research purposes, data must be shared without revealing patient identities.
A naïve approach would be to simply omit information that can directly link an
individual to a particular record in the dataset. Attributes like full Name, SSN, e-mail address,
etc. are called Unique Identifiers and are necessarily removed from the dataset to be
published. However, this does not ensure privacy, as combinations of other attributes can be
joined with additional external information to identify individuals.
Attributes like age, nationality, postal code, etc. do not uniquely expose a person’s
identity. Thus, they are kept in the records of the published dataset, as they are considered
useful information for statistical research. The combination of their values however could be
relatively rare, or even unique for a number of records. These attributes are called QuasiIdentifiers (QI) and they can be used to link a record with a person’s identity when combined
with information from external sources (like voters registration lists, phone number
catalogues, etc.). Such a scenario is demonstrated in the example of Figure 1.1 where a
simple join between data from a voting catalogue and a set of inadequately-anonymized
released medical records would reveal that Jennifer suffers from Bronchitis.

Name
Anne
Bob
James
Patricia
Nick
Jennifer

Age
30
30
28
32
35
29

Sex
F
M
M
F
M
F

Postal Code
55512
55527
55212
55515
55581
55555

Age
30
40
45
30
29
35

Sex
F
M
M
F
F
F

Postal Code
55412
55427
55427
55155
55555
55581

Disease
Flu
Gastritis
Gastritis
Flu
Bronchitis
HIV

Sample of a voters’ registration list.

Medical records, after the removal of unique
identifiers.
Figure 1.1: Joining information from public external sources with a poorly-anonymized published
dataset can reveal individuals’ identities and cause the breach of their privacy.

Definition 1: (Quasi Identifier) The minimum set of attributes QI = <Q1, Q2, .., Qd>
that can be used to identify individual records, when liked with attacker’s external
knowledge is called Quasi Identifier.
Sweeney [52] showed a similar to the above, real-life privacy threat to William Weld,
former governor of the state of Massachusetts. In Sweeney’s example, an individual’s name
in a public voter list was linked with his record in a published medical database through the
combination of zip code, date of birth, and sex, as shown in Figure 1.2.
According to Sweeney, 87% of the U.S. population can be uniquely identified on the
basis of their 5-digit zipcode, sex and date of birth [52]. The uniqueness of such a
combination leads to a class of attacks where data records are being re-identified by joining
multiple, often publicly available, datasets. To perform such linking attacks, the attacker
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needs two pieces of prior knowledge: the quasi-identifier of the victim and the victim’s
record in the published dataset. The first can often be observed (sex, nationality) or found in
publicly available sources (zipcode, date of birth), while the latter can be found by a simple
join operation on the released data.
To prevent privacy threats from linking attackers, the data publisher releases an
anonymous version of the original dataset D. The resulting dataset D* is obtained by applying
anonymization operations to the attributes in the Quasi-Identifier of the original records in
D. These operations usually aim to remove part of the information of Quasi-Identifiers, so as
to eliminate appearances of rare or unique combinations of values in the released data.
A different approach is to generate a false synthetic dataset based on the statistical
properties of the original table D, so that it maintains utility for statistical analysis.

Diagnosis
Ethnicity
Medication
Procedure
Total Charge
Visit Date

Medical Data

Date of
Birth
Sex
ZIP

Address
Date Last
Voted
Date registered
Name
Party affiliation

Voter List

Figure 1.2: Sweeney’s linking attack to identify record owner [52].

The anonymization problem is to produce an anonymous dataset D* that satisfies a
given privacy guarantee determined by the chosen privacy model and to preserve as much
data utility as possible. Some privacy requirements are strict and leave little room for useful
analysis results out of the obtained dataset, while others sacrifice the level of privacy to
retain more detailed information in the published data collection. This balancing between
personal privacy and data quality is a key feature of Privacy-Preserving Data Publishing
(PPDP). Various information-loss metrics have been proposed in order to measure the effect
of anonymization operations on the data, and thus estimate remaining utility of an
anonymous release.

2.

Anonymization Operations in Privacy Preserving Data Publishing

To provide a safe dataset, the publisher can transform the data in such a way that
they can guarantee that no attacker can infer any personal information of the enclosed
individual records.
Given privacy guarantees [7, 13, 32, 34, 36, 43, 45, 52, 56, 60, 64, 66] offer different
privacy levels and deal with different attack models. The process of anonymization in all
these cases requires some necessary data modifications to be performed, in order to ensure
the satisfaction of the given privacy guarantee. In any case, anonymization must balance two

4

A Survey on Privacy Preservation Methods

Olga Gkountouna

opposite needs: the preservation of privacy and the quality of transformed data. In the
following sections, the techniques that different anonymity algorithms use to achieve
privacy will be analyzed in more detail.
The most common anonymization operations hide some detailed information so
that several records become indistinguishable with respect to QI value combinations.
Consequently, if a person is linked to a record through a particular value set of the QI, that
person is also linked to all other records that have the same values for the QI set, making the
linking ambiguous.
The privacy preserving transformation of the microdata is referred to as recoding.
Common data transformations that are used to prevent disclosure of sensitive information
are the following:
2.1. Generalization
The replacement of a value of an attribute by a more general value or interval that
contains the original value is called a generalization [48, 49, 53]. For arithmetic attributes
the use of or arithmetic intervals is common (ex. Age = 25 replaced by [20, 30]). For other
attributes the existence of a Data Generalization Hierarchy (DGH) is assumed. The visual
representation of a DGH is a Taxonomy tree whose leaves are the original values of the
attribute, as found in the dataset records. The root of the tree is a special character “*” that
represents absolute generalization to “Any” value of this attribute, and discloses no
information about this individual. Intermediate-level nodes represent the different
generalization levels. An example of a DGH tree is shown in figure 2.1 for an attribute
“residence”. The values of the leaves of the DGH tree are city names, and represent original
values as found in a dataset. Intermediate nodes contain region names, while in the root the
value * represents “any location”.
*
Messineia

Attica

Athens

Piraeus

Koroni

Methoni

Figure 2.1: Example of a Data Generalization Hierarchy representation
by a DGH Tree for the attribute “Residence”.

Several approaches seek to anonymize a given dataset by mapping all the values in
its attribute domains to modified values. This is referred to as global recoding [29].
Alternatively, some approaches modify individual instances of data values, using local
recoding [63].
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Full-Domain Generalization is one example of global recoding, where all values of an
attribute are generalized to the same level of the Data Generalization Hierarchy [29]. An
example in figure 2.1 would be if all residence values that appear in the dataset were
replaced by the values “Attica” and “Messineia” accordingly. However, more relaxed
models have been proposed. A number of them focused on recoding the domains of QI
individually, while others propose unrestricted individual recoding of each data instance.
The recoding process can also be classified into single-dimensional, where the
mapping is performed for each attribute individually, and multi-dimensional, which maps the
Cartesian product of multiple attributes.
2.2. Suppression
The removal of a piece of information from the released dataset is called
suppression. A whole record, or individual attributes can be suppressed in the
anonymization process. The suppression of an attribute value can be perceived as a
generalization to the root level, as this replacement reveals no information of the replaced
value. This is the reason why suppression is often represented in literature by the special
character “*”. In some cases, several infrequent values of an attribute are suppressed
(attribute suppression), while in other all instances of the values of an attribute are replaced
by “*” in all records (full-subtree 6uppression) [29].
2.3. Random Perturbation
Random replacement of a sensitive value by another sensitive value in its domain
(existing in the dataset) is a random perturbation [61, 8]. Given a retention probability p, for
each sensitive value instance we toss a coin; if the coin heads then original value is retained
in the anonymized dataset. Otherwise, the value is replaced by a random value in its
domain. In this operation Quasi Identifier values remain unchanged. This technique is
preferable for Privacy Preserving Data Mining (PPDM), where only the statistical properties
of the original dataset need to be preserved as much as possible, while the existence of false
records does not affect significantly the results of the analysis.
2.4. Noise insertion
Noise insertion is the addition of fake synthetic records in the published dataset in
order to mislead linking attacks. These records may have the same QI as existing records.
Therefore the criteria of a possible attack match the target’s QI as well as the extra noise
records, making the target identification ambiguous.
2.5. Bucketarizarion
Publication of sensitive values and QI attributes in separate tables, to prevent linking
attacks, is called bucketarization or anatomization [58]. The QI values do not need to be
generalizer or suppressed, nor do the sensitive values be randomized.
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The records are clustered according to the QI values. Each cluster is a class of
records. The sensitive attributes of the records are published separately for each cluster, so
that an attacker cannot infer the sensitive information of a target, even though they have
identified their record in the QI table. The bigger the size of the clusters, the stronger the
privacy guarantee is.

3.

Privacy Guarantees

There has been an effort to cover as much of the material in the existing literature
as possible. This survey is primarily focused on relational data privacy models and given
guarantees [13, 32, 34, 36, 43, 52, 60, 66] and studies the problem of the evolution of these
guarantees towards the direction of multi-Relational [45, 46] and non-relational data [55,
56]. The problem of anonymizing semi-structured data is not covered by any of the studied
works and details of why existing methods cannot be directly applied to this scenario will be
explained in the final section of the paper.

3.1.

k-Anonymity

In 2001 Samarati proposed a model for protecting privacy in publications of
relational (table) data [48]. The aim is to hide every individual in the released dataset among
at least k-1 others. The size of parameter k defines the level of the desired privacy. Sweeney
[52, 53] used generalization and suppression to transform Quasi Identifiers in a way that at
least k records have identical QI values. Thus any of them may correspond to the same
individual-target, for any target of the (at least) k-sized group.
Definition 2: (Equivalence Class) Set of records in an anonymized database that
have identical values in the QI attributes is called an Equivalence Class.

Definition 3: (k-anonymity) A table T is considered k-anonymous with reference to a
Quasi Identifier set of attributes QI = <Q1, Q2, .., Qd>, if the size of every Equivalence Class in
T is at least k.

The following example illustrates how k-anonymity prevents linking attacks.
Consider the patients whose medical records are shown in table 1. All names and unique
identifiers have been removed, and replaced by a random pseudo-Id. Nonetheless, all
combinations of values that appear in the QI of the records are unique. Thus, any attacker
with prior knowledge can infer the identities of the records and reveal sensitive information
of the patients.
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Assume we want to guarantee 2-anonymity. The records of Table 1 are clustered in
groups of size at least 2, according to their QI values. In each equivalence class the QI has the
same values, making the linking of any record in the group to a specific individual
ambiguous.
Pseudo-Id
0
1
2
3
4
5

Date of Birth
01-12-79
05-01-85
23-02-79
27-12-79
30-12-85
22-06-79

Sex
M
F
M
M
F
F

Zipcode
55721
55722
55761
55761
55735
55739

Disease
Gastritis
Bronchitis
HIV
Cancer
Flu
Hepatitis

Table 1: Original dataset D.

A possible 2-anonymous version of Table 1 is shown in Table 2, where there are 3
Equivalence Classes of size 2. A possible attacker that knows the QI of a target with the
values <27-12-79, M, 55735> (record 3) cannot distinguish between records 2 and 3 in the
anonymous table and thus cannot find the real record of patient 3 with probability more
than 50%.

Pseudo-Id
0
1
2
3
4
5

Date of Birth
[1985, 1979]
[1985, 1979]
1979
1979
[1985, 1979]
[1985, 1979]

Sex
*
*
M
M
F
F

Zipcode
[55720, 55725)
[55720, 55725)
55761
55761
[55735, 55740)
[55735, 55740)

Disease
Gastritis
Bronchitis
HIV
Cancer
Flu
Hepatitis

Table 2: An example of a 2-anoymous dataset.

The value of parameter k defines the level of privacy in this guarantee. A lager k
results to larger Equivalence classes and restricts the probability of a privacy breach.
However, this also restricts utility in the released data, as generalizations hide more
information that would be useful for data mining.

Information loss Metrics
A variety of information loss metrics have been proposed in literature to measure
the amount of detailed information which is lost due to the anonymization transformations.
The Classification Metric (CM) [27] is more suitable when the anonymized data will be used
to train a classifier. Each record is assigned a class label, and the estimation of information
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loss is based on the adherence of a tuple to the majority class of this group. It is uncertain
though how this metric could be extended in order to support more general purpose
applications. The Discernibility Metric (DM) [4] measures the cardinality of the equivalence
classes, under the assumption that smaller equivalence groups of records preserve more
utility. Even though this is generally true, DM does not capture the distribution of records in
the Quasi Identifier space. Normalized Certainty Penalty (NCP) [63] and the similar
Generalized Loss Metric [27] seem to produce more accurate estimations of the loss of the
microdata utility.

k-Anonymization Algorithms
There have been various algorithms in literature aiming to guarantee k-anonymity.
The anonymization problem is usually modeled as an optimization problem, where a given
information-loss cost metric has to be minimized. The solution search space consists of all
possible transformations of data (e.g. generalizations, suppressions) that lead to a kanonymous dataset. Optimal solution is the one that achieves the least information loss, and
thus ensures maximum utility in the released data.
Meyerson and Williams proved in [39] that optimal k-anonymity for
multidimensional QI is NP-hard, under both the generalization and the suppression models.
For the latter they provided an approximate algorithm that minimizes the number of
suppressed values. They provided an approximation bound of O(k · logk). Aggarwal et al. [1]
improved the bound to O(k), while Park and Shim [47] further reduced it to O(logk).
Several approaches limit the search space by considering only global recoding.
Bayardo et al. [4] proposed an optimal algorithm for single-dimensional global recoding with
respect to the Classification Metric (CM) and Discernibility Metric (DM). LeFevre et al. in
2005 proposed Incognito [29], a k-anonymization algorithm using full-domain global
generalization and suppression. Incognito takes a dynamic programming approach and finds
an optimal solution for any metric by considering all possible generalizations, but only for
global, full-domain recoding. Full-domain means that all values in a dimension must be
mapped to the same level of hierarchy. For example, in the country->continent->world
hierarchy, if France is mapped to Europe, then Canada must be mapped to America, even if
the generalization of Canada is not necessary to guarantee anonymity.
A different approach is taken in [44], where the authors propose to use natural
domain generalization hierarchies (as opposed to user-defined ones) to reduce information
loss.
The computational cost of Incognito [29] grows exponentially, so it cannot be used
for more than 20 dimensions, thus several other methods employ multidimensional local
recoding, which achieves lower information loss. In 2006 LeFevre et al. presented Mondrian
Multidimensional k-anonymity [30], a multidimensional recoding model for k-anonymity.
Mondrian partitions the space recursively across the dimension with the widest normalized
range of values and supports a limited version of local recoding.
Aggarwal et al. in [2] model the problem as clustering and propose a constant factor
approximation of the optimal solution, but the bound only holds for the Euclidean distance
metric. Authors in [63] propose agglomerative and divisive recursive clustering algorithms,
which attempt to minimize the NCP metric.
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Nergiz et al. studied multi-relational k-anonymity [45, 46], which is a very interesting
problem that will be further discussed in section 6.3.

3.2.

l-Diversity

The simplicity of the definition of k-anonymity, as well as the variety of algorithms
available to perform the anonymization, can make this model a very appealing choice for
potential data publishers. Nevertheless this technique is proven vulnerable to different
attacks, especially when the attacker has access to background knowledge. In 2006
Machanavajjhala et al. proposed a new extended model for protecting privacy: l-diversity
[62]. The authors of the paper exposed the vulnerabilities of k-anonymity in two different
attack models: Homogeneity attack and Background-Knowledge attack.
Homogeneity Attack: In this attack, all the values for a sensitive attribute within an
equivalence class are the same. Therefore, even though the data is k-anonymous, the value
of the sensitive attribute for any record in that group of size k can be predicted with 100%
accuracy.
Background Knowledge Attack: In this attack, the adversary can use an association
between one or more quasi-identifier attributes with the sensitive attribute or public
knowledge of the target in order to eliminate possible values of the sensitive attribute. For
instance, if a young individual’s QI can be linked to an equivalence class, where all values of
the sensitive attribute “disease” are either Arthritis, Alzheimer syndrome or Flu, it can be
inferred that the target’s sensitive info is probably “Flu” since the first values are highly
unlikely to occur to a young person.
Consequently, while k-anonymity is effective in preventing identification of a record,
it may not always be effective in preventing inference of the sensitive values of the
attributes of that record. A k-anonymous table is safe from record linkage, but vulnerable to
attribute linkage. Therefore, l-diversity was proposed as an extension of k-anonymity which
not only maintains the minimum equivalence class size of k, but also focusses on maintaining
the diversity of the sensitive attributes in every class. The l-diversity model for privacy is
defined as follows:
Definition 4: (l-diversity principle) A group of records that belong in the same
Equivalence Class q* is l-diverse, if it contains at least l “well-represented” values for the
Sensitive Attribute S. A table T is considered l-diverse if every Equivalence Class q* in T is ldiverse.
The l-diversity principle ensures the existence of l “well-represented” values in every
block of records (equivalence class), without further clarifications on what exactly “well-
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represented” means. There have been proposed several instantiations of l-diversity in [62],
they are listed below:
Entropy l-diveristy: A table is entropy l-diverse if for every q* group of records:
− ∑ 𝑝(𝑞∗,𝑠′ ) log (𝑝(𝑞∗,𝑠′ ) ) ≥ log(𝑙)
𝑛∈𝑆

Where 𝑝(𝑞∗,𝑠′ ) =

𝑛(𝑞∗,𝑠)
∑𝑠′ ∈ 𝑆 𝑛(𝑞∗ , 𝑠′ )

is the fraction of the records in the q*-block with sensitive

attribute value equal to s. Entropy l-diversity can sometimes be too restrictive. It does not
provide a breach probability metric, which tends to be more intuitive to the data owner.
Moreover, it is difficult to specify different protection levels based on varied sensitivity and
frequency of sensitive values.
Recursive (c, l)-diveristy: The recursive (c, l)-diversity makes sure that the most
frequent value does not appear too frequently, and that the less frequent values do not
appear too rarely. Let m be the number of sensitive values in an equivalence class. Let ri
denote the frequency of the ith most frequent sensitive value in the group. An equivalence
class is (c, l)-diverse if the frequency of the most frequent sensitive value is less than the sum
of a specified constant c multiplied by the frequencies of the (m – l + 1) least frequent
sensitive values. That is, r1 < c(rl + rl+1 + … + rm). The intuition is that even if the attacker
excludes some possible sensitive values of a target by applying background knowledge, the
remaining ones remain hard to infer. A table is considered be l-diverse if all of its groups
have (c, l)-diversity.
Machanavajjhala et al. [62] also presented two other instantiations, called Positive
Disclosure-Recursive (c, l)-diveristy and Negative/Positive Disclosure-Recursive (c1,c2, l)diveristy to capture the attacker’s background knowledge. Suppose a target record falls in
an equivalence class that contains three different sensitive values {Flu, Cancer, Dyspepsia},
and suppose the attacker knows that the victim has no symptom of having a flu. Given this
piece of background knowledge, the attacker can eliminate Flu from the set of candidate
sensitive values of the target. Martin et al. [38] proposed a language to capture this type of
background knowledge and to represent the knowledge as c units of information.
Furthermore, the language could capture the type of implication knowledge.
For example, a group of colleagues at work have the flu; the attacker infers that
another co-worker is very likely to have flu, too, because they all share the same office. This
implication is considered to be one unit of information. Given an anonymous table T and c
units of background knowledge, Martin et al. [38] estimated the maximum disclosure risk of
T, which is the probability of the most likely predicted sensitive value assignment of any
record owner in T.
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Multi-Attribute l-diveristy: So far, the scenario of single sensitive attribute is
examined. In the case of multiple sensitive attributes S1, S2, …, Sn, and a Quasi Identifier set
of Q1, Q2, …, Qm , l-diversity is defined treating sensitive attributes both as QI and Sensitive. A
Table T is considered l-diverse if for all i=1,2,…,n attribute Si is treated as a single sensitive
attribute and < Q1, Q2, …, Qm, S1, S2, …, Si-1, Si+1, …, Sn > is treated as the QI.
Xiao et al. [62] proved that optimal l-diverse generalization is NP-Hard, even when
there are 3 distinct sensitive values in the microdata, by reduction to the problem of ldimensional matching. They used suppression techniques to find an approximation
algorithm that minimizes the number of suppressed values. They provided an O(l·d)approximation bound, where d denotes the number of QI attributes the microdata. Various
works [58, 68, 18] present various methods to solve the l-diversity problem efficiently. [19]
extends [58] for transactional datasets with a large number of items per transaction.

3.3.

l +-diversity

Liu and Wang [34] proposed an extension of l-diversity and used full-subtree
generalization and suppression techniques to provide an Optimal algorithm for l +-diversity.
It is stated that the confidence of the adversary in inferring a target’s sensitive information si
is bouded by the percentage conf(si|QIj) of the records that contain the same value si in the
equivalence class j. The goal of this work is to limit this bound by guaranteeing that
conf(si|QIj) ≤ θi, where parameter θi is a given privacy threshold in the interval [0, 1].
An important contribution of the paper is the Cut enumeration tree. A dynamically
created structure that enumerates all possible generalizations of QI attributes according to
the generalization level and information loss of each candidate solution.
An example is illustrated in figure 3.1. The authors present a top-down specialization
approach, starting from the highest generalization level in all attributes. In each step one of
the values in the current candidate cut is replaced by its children, according to the
attribute’s Taxonomy (DGH) tree. The use of a cut enumeration tree ensures that each
candidate solution is examined exactly once.
{A, B, C}

{ a1, a2, B, C }

{ a1, a2, b1, b2, C }

{ A, b1, b2, C }

{ B, a1 , a2, c1, c2 }

{ A, B, c1, c2 }

{ A, b1, b2, c1, c2 }

{ a1, a2, b1, b2, c1, c2 }

Figure 3.1: Cut Enumeration tree [34].
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Job
Lawyer
Lawyer
Lawyer
Lawyer
Clerk
Teacher

age
25
30
30
30
25
25

zip
5522
5522
5475
5475
5120
5120

disease
HIV
HIV
Flu
Cancer
Flu
Cancer

Job
Lawyer
Lawyer
Lawyer
Lawyer
*
*

Table 4.a: Original data.

3.4.

Olga Gkountouna

age
*
*
30
30
25
25

zip
5522
5522
5475
5475
5120
5120

disease
HIV
HIV
Flu
Cancer
Flu
Cancer

Table 4.b: 2-anonymous data.

Job
*
*
*
*
*
*

age
*
*
*
*
*
*

zip
5522
5522
5475
5475
5120
5120

disease
HIV
HIV
Flu
Cancer
Flu
Cancer

Table 4.c: (0.5, 2)anonymous data.

(α, k)-Anonymity

Another extension of k-anonymity, very similar to l-diversity was introduced by
Wong et al. [66] in 2006. Their approach combines the two principles; each equivalence class
must have size at least k, and at most α percent of its tuples can have the same sensitive
value. The latter requirement introduces the notion of α-deassociation.
An example of this model is shown in figures 4 a, b and c. 2-anonymity fails to
protect individuals in the first 2 rows, as they would both be linked to the disease “HIV”,
even though it is not certain which of the two tuples belongs to each individual. In table 4.c
(0.5, 2)-anonymity protects every individual in the released dataset, as no value appears in
the equivalence class with frequency higher than 50%.
The authors in [66] prove that the problem of optimal (α, k)-anonymity is NP-Hard.
They extend Incognito [29] and present an optimal global-recoding (α, k)-anonymization
algorithm, as well as a more scalable local-recoding version that results in less data
distortion.

3.5.

δ-Presence

A new approach to privacy was given by Nergiz et al. in [43]. Δ-presence assumes the
same background knowledge as the previous principles, but ensures a different type of
privacy. It prevents an adversary from learning whether an individual owns a record in the
microdata. To prevent linkage, the authors proposed to bound the probability of inferring
the presence of any potential target record within a specified range δ = (δmin, δmax).
Definition 5: (δ-presence) Given an external public table E and a private table T,
where T ⊆ E, a generalized table T* satisfies (δmin, δmax)-presence, if δmin ≤ P(t ∈ T|T*) ≤ δmax
for all t ∈ E.
Where P(t ∈ T|T*) is the probability that record t is included in original table T, given
its anonymous version T*. δ-presence can indirectly prevent record and attribute linkages
because if the attacker has at most δ% of confidence that the target victim’s record is
present in the released table, then the probability of a successful linkage to her record and
sensitive attribute is at most δ%. Though δ-presence is a relatively “safe” privacy model, it

13

A Survey on Privacy Preservation Methods

Olga Gkountouna

assumes that the data publisher has access to the same external table E as the attacker
does. This may not be a practical assumption.

3.6.

Anatomy

While most of the works studied so far aim to achieve privacy through generalization
and suppression, Anatomy [58] does not modify the values of the original dataset. Instead of
making all tuples in an equivalence class indistinguishable by their Quasi Identifiers, it
publishes the QI attributes and the Sensitive attributes in two separate tables: QIT and ST.
Anatomy attempts to achieve the l-diversity guarantee with low information loss. Anatomy
tackles an inherent problem of generalization; it prevents an analyst from understanding the
data distribution inside each QI group.
A simple example of Anatomy is illustrated in tables 5.c and 5.d. Consider the
original dataset of table 5.a. A 2-diverse version is shown in table 4.b, where a lot of the
information concerning the data distributions inside QI groups is hidden. The anatomized
version has not affected the original values of the records in the dataset, while the same
privacy guarantee is satisfied.
Kifer [28] analyzed the vulnerabilities of Anatomy as well as of all cluster-based
models. He introduced a new class of attacks using the concept of exchangeability and
deFinetti’s representation theorem, and proved that an adversary only needs to know the
non-sensitive attributes of an individual in the microdata in order to carry out an attack by
building a machine-learning model over sanitized data. An important remark in [28] is that
an attacker does not need to be rational or statistically sophisticated to cause harm; an
attacker only needs to be convincing. Thus, probabilistic privacy breaches should also be
taken into account when designing a privacy model.

Job
Civil eng.
Electrical eng.
Lawyer
Lawyer
Mathematician
Physisist

age
25
30
30
40
25
25

zip
5522
5521
5475
5477
5120
5120

disease
HIV
E-coli
Flu
Cancer
Flu
Cancer

Table 5.a: Original data.

Job
Civil eng.
Electrical eng.
Lawyer
Lawyer
Mathematician
Physisist

age
25
30
30
40
25
25

zip
5522
5521
5475
5477
5120
5120

Job
Engineer
Engineer
Lawyer
Lawyer
Scientist
Scientist

age
*
*
*
*
25
25

zip
552*
552*
547*
547*
5120
5120

disease
HIV
E-coli
Flu
Cancer
Flu
Cancer

Table 5.b: 2-diverse data.

Group
1
1
2
2
3
3

Table 5.c: Quasi Identifier table (QIT)

Group
1
1
2
2
3
3

disease
HIV
E-coli
Flu
Cancer
Flu
Cancer

Count
1
1
1
1
1
1

Table 5.d: Sensitive table (ST)
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(c, k)-safety

Martin et al. [38] proposed a language Lkbasic to capture attacker’s background
knowledge and to represent the knowledge as k units of information. Furthermore, that
language can capture the type of implication knowledge. The authors studied the
adversary’s worst-case background knowledge and provided a polynomial-time algorithm
that estimates the amount of disclosure of sensitive information in the worst case scenario.
They propose a new guarantee for a safe bucketarization (i.e., anatomization) that is robust
up to a threshold c.
Definition 6: ((c, k)-safety) Given a threshold c ∈ [0, 1], we can say that B is a safe
bucketarization if the maximum disclosure of B with respect to Lkbasic is less than c.
Given an anonymous table T and k units of background knowledge, Martin et al. [38]
estimated the maximum disclosure risk of T, which is the probability of the most likely
predicted sensitive value assignment of any record owner in T. (c, k)-safety guarantees that,
if an adversary may have already known at most k pieces of implicational knowledge, they
will not be able to infer any individual’s sensitive information with confidence higher than c.
Achieving a similar goal, skyline privacy [9] protects against an extra type of knowledge; an
attacker may have known the sensitive values of some individuals in the dataset, other than
the target individual.

3.8.

t-Closeness

Li et al. proposed Closeness [32, 33], a new notion of privacy which requires the
distribution of a sensitive attribute in any equivalence class to be close to the distribution of
the attribute in the overall table. The authors demonstrated two new types of attack that ldiversity and similar models fail to prevent.
Skewness Attack: When the distribution of an attribute in the overall table is
skewed, satisfying l-diversity does not prevent sensitive attribute disclosure. Consider a
medical table with the results of HIV examinations, where 98% of the total population were
found negative. Assume there is an equivalence class with equal number of positive and
negative results of the examination. It satisfies distinct 2-diversity, entropy 2-diversity and a
recursive (c, 2)-diversity can be imposed. However, individuals linked to this equivalence
class face a severe privacy risk, as they are found 50% possible of being positive to HIV,
compared to 2% of the total population.
Similarity Attack: When the values of the sensitive attribute in an equivalence class
are distinct but semantically similar, an adversary can learn important information. Consider
an l-diverse equivalence class and the sensitive attribute values that appear in records of this
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class are {bronchitis, pneumonia, flu, lung cancer}. An adversary can infer that the target has
some lung related disease.
To prevent skewness attack, Li et al. [32] proposed a privacy model, called tCloseness, which requires the distribution of a sensitive attribute in any equivalence class to
be close to the distribution of the attribute in the overall table.
Definition 7: (t-Closeness principle) An equivalence class is said to have t-closeness
if the distance between the distribution of a sensitive attribute in this class and the
distribution of the attribute in the whole table is no more than a threshold t. A table is said
to satisfy t-closeness if all its equivalence classes have t-closeness.
In [32] the Earth Mover Distance (EMD) function is used to measure the closeness
between two distributions of sensitive values, and requires the closeness to be within a
given threshold t. This model has several limitations and weaknesses. Primarily, the EMD
function is not suitable for preventing attribute linkage on numerical sensitive attributes.
Moreover, enforcing t-closeness would severely affect the data utility as it requires the
distribution of sensitive values to be the same in all equivalence classes. This would
significantly damage the correlation between the QI and sensitive attributes. One way to
reduce this information loss is to relax the requirement, as did the new model that the
authors presented in their following paper [33].
Definition 8: ((n,t)-Closeness principle) An equivalence class E1 is said to satisfy
(n,t)-closeness if there exists a set E2 of records that is a natural superset of E1 such that the
distance between the two distributions of the sensitive attribute in E1 and E2 is no more than
a threshold t. A table is said to satisfy (n,t)-closeness if all of its equivalence classes satisfy
(n,t)-closeness.
This principal achieves a better balance between privacy and utility compared to the
stricter t-closeness. If parameter t is set to 0, then (n, 0)-closeness can be perceived as a
weaker version of k-anonymity, with n = k. In fact, any n-anonymous table also satisfies (n,
0)-closeness, but the reverse does not always stand.

3.9.

ε-privacy

In [37] Machanavajjhala et al. introduce a new class of attackers whom they name
realistic adversaries. These adversaries may have some external knowledge and a new
characteristic called stubbornness indicating the strength of their prior knowledge. For an
individual u in the published dataset a sensitive predicate φi(u) is true if the sensitive value
of u’s record is φi.
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Definition 9: (ε-privacy) Let D(σ-) be an adversaries prior knowledge distribution
about the population in the released table T. Let B be a subset of individuals in T whose
exact information is known by the adversary. An anonymization algorithm AA is said to
violate the ε-privacy principle if for some output Tanon generated by AA, for some individual u
appearing it T and some predicate φ(u),
𝑝𝑖𝑛 (𝑇𝑇𝑎𝑛𝑜𝑛 ,𝑢,𝜑,𝛣,𝜎→ )
𝑝𝑜𝑢𝑡 (𝑇𝑇𝑎𝑛𝑜𝑛 ,𝑢,𝜑,𝛣,𝜎→ )

>𝜀

or

1− 𝑝𝑜𝑢𝑡 (𝑇𝑇𝑎𝑛𝑜𝑛 ,𝑢,𝜑,𝛣,𝜎→ )
1− 𝑝𝑖𝑛 (𝑇𝑇𝑎𝑛𝑜𝑛 ,𝑢,𝜑,𝛣,𝜎→ )

>𝜀

pin is the adversary’s belief in a predicate φ(u) about individual u after Tanon is published.
pout is the adversary’s belief in φ(u) conditioned on the published data when u’s record has
been removed from Tanon.
The above fractions are used to capture the change of an attacker’s opinion on the
sensitive information of a target individual. How much is an attackers prior belief affected by
the released microdata. Tuple suppression is not used as an anonymizing transformation of
the dataset in this case, pout is only estimated to check if ε-privacy is satisfied. Either the
output of AA is published as is, when no privacy breaches are detected, or nothing is
published.

3.10. Differential Privacy
Over the last few years a new approach of privacy-preserving data analysis is based
on differential privacy [13, 14]. Intuitively the notion of differential-privacy says that any
possible outcome of an analysis should be almost equally likely, independent of whether any
individual is included or removed from the data set. Consequently, the data of any specific
individual can never seriously affect the result of the analysis. A more detailed definition of
this model is found in [13].
Definition 10: (ϵ-differential privacy) A randomized function K gives ϵ-differential
privacy if for all datasets D1 and D2 differing on at most one record, and for all S ⊆ Range(K),
Pr[K(D1) ∈ S] ≤ exp(ϵ) × Pr[K(D2) ∈ S]
Techniques used to achieve differential privacy include the addition of Laplacian
noise [13, 14] to each of the k outputs that is calibrated to the sensitivity of the analysis.
Differential privacy provides strong guarantees for individual privacy. However, the
tolerance for the addition or removal of any one tuple in the dataset is very restrictive for
the production of a private release. Thus, the distortion of the information due to the noise
that must be added to ensure such a strict model is severe.

3.11. Random Perturbation
This technique is preferable for Privacy Preserving Data Mining (PPDM), where only
the statistical properties of the original dataset need to be preserved as much as possible,
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while the existence of false records does not affect significantly the results of the analysis.
Perturbation techniques are classified into two basic categories: Input perturbation
techniques, where the underlying data are randomly modified, and answers to questions are
computed using the modified data; and Output perturbation: (correct) answers to queries
are computed exactly from the real data, but noisy versions of these are reported.
For private data publications input random perturbation is used. It is achieved by
random replacement of a sensitive value by another sensitive value in its domain (existing in
the dataset). Given a retention probability p, for each sensitive value instance we toss a coin;
if the coin heads then original value is retained in the anonymized dataset. Otherwise, the
value is replaced by a random value in its domain. In this operation Quasi Identifier values
remain unchanged.
Xiao et al. [61] study the problem of multi-level perturbation, whose objective is to
release multiple versions of a dataset anonymized in different privacy levels. Different
microdata releases are distributed to recipients that are not equally trustable.
Chaytor and Wang [8] propose an alternative way to randomize sensitive values, by
dividing the domain of the sensitive attribute and perform small-domain randomization. The
given table is first partitioned into sub-tables that have smaller domains of the sensitive
values. Then these sensitive values are randomized in each sub-table independently using
uniform perturbation. The authors in [8] propose a new privacy model (ρ1, ρ2)-privacy which
limits the increase of the degree in adversary’s belief after observing the published data.

4.

Attacks on Privacy

Various papers aimed to analyze possible privacy breach scenarios, with reference to
given anonymity guarantees. So far in this survey, linking attacks [52], homogeneity attacks,
background knowledge attacks [62, 38], skewness attacks [32] and similarity attacks [32]
have been explained and analyzed in the previous sections. Recent works have revealed the
danger of two new types of threats for the publication of relational tables of data:
Minimality [67, 10] and Composition [71] attacks.

4.1.

Minimality Attack

As mentioned in section 3, the anonymization problem is usually modeled as an
optimization problem, where a given information-loss cost metric has to be minimized. The
solution search space consists of all possible transformations of data (e.g. generalizations,
suppressions) that lead to a k-anonymous dataset. Optimal solution is the one that achieves
the least information loss, and thus ensures maximum utility in the released data.
Wong et al. [67] pointed out that existing anonymization approaches follow an
implicit principle: For any anonymization mechanism, it is desirable to define some notion of
minimality. Intuitively a k-anonymization should not generalize, suppress or distort the data
more than it is necessary to achieve k-anonymity. The same principle holds for any privacy
model analyzed in the preceding sections. An adversary can use knowledge of the privacy
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model and the minimality principle to infer sensitive information for some equivalence
classes. [62] propose the m-confidentiality model and a method for restricting the
probability that an adversary can infer from the published dataset, the association between
an individual and a record in the microdata when they use some background knowledge.
In 2010 Cormode et al. [10] further study the problem of minimality and provide a
comprehensive analysis of the minimality attack. They show that deterministic
anonymization algorithms, algorithms that make asymmetric group choices and algorithms
that consider QI and sensitive attributes together are the most vulnerable to this type of
attack. The authors also show that a large class of privacy-preserving algorithms are not
affected by this attack. Furthermore, they prove that even for an algorithm highly
susceptible to minimality attack, the adversary’s belief will increase by at most a small
constant factor when performing this attack.

4.2.

Composition Attacks

A data publisher may use different privacy models to anonymize a dataset and
distribute the generalized releases for different purposes or to unequally trusted recipients.
An adversary may gain access to the different releases and attempt to join them in order to
breach personal privacy of individuals.
This new class of attacks is called Composition attacks and was introduced by Ganta
et al. [71] in 2008. Their experimental evaluation demonstrates that a large class of
proposed techniques, like k-anonymity and many of its variants, l-diversity and t-closeness,
are vulnerable to this type of attacks. Moreover, they showed that randomization-based
notions of privacy (like Differential privacy and a number of its relaxations) effectively resist
composition attacks.

5.

Privacy in Sequential Releases of Datasets

A Common characteristic in the works examined in the previous sections is the
assumption of a single publication of an anonymous dataset. Often organizations will have
to re-publish microdata updated with insertions and deletions. Each release may contain
new data as well as a part of previously published data. Adversaries may attempt to join
different versions of the re-published datasets to breach the privacy of individuals. There
have been several efforts to tackle these correspondence attacks [60, 15, 65].
The difference between Composition attacks and Correspondence attacks is that the
first assume republications of the same dataset using different privacy guarantees; while the
latter joins the knowledge of re-publications of updated versions of a dataset under the
same privacy guarantee.
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m-Invariance

Xiao and Tao [60] proposed a new privacy notion called m-invariance and an
anonymization method, addressing both record insertions and deletions.
Definition 11: (m-invariance) A generalized table Ti (1≤ I ≤n) is m-unique if each
equivalence class in Ti contains at least m tuples, and all the tuples in the call have different
sensitive values. A sequence of published relations T1, … , Tn is m-invariant if:
(a) all tables in the sequence are m-unique and
(b) for any tuple t with published lifespan [x, y] where 1 ≤ x, y ≤ n, QIx, … , QIy have
the same set of sensitive values, where QIx, … , QIy are the generalized equivalence classes
containing t in Tx, … , Ty.
In this continuous data publishing model, the rationale of m-invariance is that, if a
tuple t has been published in Tx, …, Ty, then all equivalence classes containing t must have
the same set of sensitive values. This will ensure the intersection of sensitive values over all
such equivalence classeses does not reduce the set of sensitive values compared to each
equivalence class. Given a sequence of m-invariant T1, …, Tn−1, Xiao and Tao [60] maintained
a sequence of m-invariant T1, …, Tn by minimally adding counterfeit data records and
generalizing the current release Tn. A table with counterfeit records could no longer preserve
the data truthfulness at the record level, which is important in some applications.
Fung et al. [15] systematically characterize the correspondence attacks and propose
an efficient anonymization algorithm to thwart the attacks in the scenario of continuous
data publishing. Wong et al. [65] used the “possible world” model to detect privacy breaches
in serial data publishing and presented a global privacy guarantee for this scenario.

6.

Non-Relational Data

A great part of existing literature in the field of privacy preserving data publishing
(PPDP) focuses on relational data. These are table datasets that consist of records (tuples)
with a fixed number of attributes. One or more attributes were considered sensitive and
should not be vulnerable to linkage with specific individuals, while other attributes acted as
Quasi Identifiers and could expose the identity of a tuple. This was the scenario in most
cases that were studied in all previous sections. However, many real world applications do
not use relational data; market basket data, users query logs, trajectory data, social network
graphs, XML databases and text postings like tweets [73] are only few examples of nonrelational collections of individuals’ information that cannot be anonymized with the
previously studied methods. In the following sections state-of-the-art anonymization
methods of non-relational data will be presented.
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km-Anonymity

In general, k-anonymity assumes that the set of QI attributes is known. The model of
km-anonymity [56] addresses a different problem, the anonymization of set-valued data.
These can be represented by itemsets of values like market basket data, web-search query
logs, etc. Any combination of m items (which correspond to attributes) can be used by the
attacker as a Quasi Identifier. Km-anonymity guarantees that the result of any subset query
of size m or less, performed by the attacker would return either nothing or more than k
tuples. It is acceptable to return zero tuples since this answer corresponds to background
information that cannot be linked to any transaction.
Definition 12: (km-anonymity) Given a database D, no attacker that has background
knowledge of up to m items of a transaction t ϵ D can use this knowledge to identify less
than k tuples from D.
Later works [64, 51] focused on the notion of Quasi-Sensitive attributes, where all or
several pieces of information included in the microdata can act either as Quasi Identifier or
as Sensitive information depending on the external knowledge of the attacker.
Terrovitis et al. [56] used global recoding full-subtree generalization and suppression
techniques to propose algorithms for km-anonymity. They provided an optimal but not
scalable algorithm which is not suitable for large collections of data. Thus, they further
developed two greedy heuristic methods of lower computational cost, which find nearoptimal solutions: Direct anonymization (DA) and Apriori-based anonymization (AA). The
latter is scalable and has low memory requirements, making it practical for real world
applications.
It is worth noting that all algorithms in [56] are directly applicable to traditional table
datasets, where records can be viewed as set-valued data of fixed size. The constraint on
adversary’s prior knowledge (parameter m) is a reasonable assumption for many real-life
scenarios, and provides a better balance between privacy and utility of the microdata.
In 2009 He and Naughton [24] also addressed the problem of anonimization of setvalued data, via a top-down specialization approach with local recoding. Instead of adapting
the privacy model to the special nature of the data (ietmsets), they used the traditional kanonymity principle. This resulted to an expectedly severe information loss, even though
this was balanced to an extent by the choice of the utility preserving local-recoding
generalization approach.
The above methods [56, 24] do not ensure any type of diversity in the sensitive
attributes. Thus, they prevent only identity disclosure, not attribute disclosure and are both
vulnerable to homogeneity attacks.
On a different perspective, Cao et al. proposed ρ-Uncertainty [7], an inference-proof
transaction anonymity model. They aim to protect from derivation of sensitive association
rules that connect certain items to other with considerable confidence.
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Definition 13: (ρ-uncertainty) A transaction dataset D, is said to satisfy ρ-uncertainty
if and only if, for any transaction t ϵ D, any subset of items χ subset of t, and any sensitive
item α not existing in χ, the confidence of the Sensitive Association Rule (SAR) χ  α is less
than a value ρ > 0.
The authors in [7] provide a suppression algorithm (Scontrol) and a top-down global
generalization algorithm (TDControl) which obtains ρ-uncertainty by both generalization and
suppression. A similar problem in the relational data scenario is studied in [54] where the
goal is to hide correlations between subsets of QI attributes in the table; this is achieved by
independence masking.

6.2.

Publication of Trajectories

A similar problem to that of anonymizing set valued-data is the privacy-preserved
publication of trajectories. A trajectory Database contains itemsets, each of which
corresponds to an individual. The sets in each record contain spatiotemporal information,
for example movements of people captured by their transactions when they use credit
cards. The order of the items in the trajectory is part of the information and cannot be
changed. Any subset of items in the transaction can act as QI and the remaining part can be
considered sensitive information.
Terrovitis et al. [55] used a suppression technique to prevent privacy breaches. They
guarantee that any adversary who has partial knowledge of a trajectory t in the original
database T, cannot correctly infer any other locations of the trajectory t by examining the
published database T*. The authors proposed a greedy algorithm that iteratively suppresses
locations until the privacy requirement is met.

6.3.

Multi-Relational k-Anonymity

Nergiz et al. [45, 46] address the problem of anonymizing multiple relations that are
restricted by a set of functional dependencies. They assume the existence of a person
specific table PT with reference to some population U, and that each value of PT’s primary
key uniquely corresponds to an individual in the U. Their method requires further
assumptions about the data model, they assume a Snowflake schema [46] where no
primary/foreign keys function as Quasi Identifiers, every table contains exactly one foreign
key, while PT contains no foreign key. This schema is better illustrated in the example [46]
that is shown in figure 6.1.
The result of a join of all tables in the Multi-Relational schema, with only predicate a
value of the primary key in PT, will return a set of tuples that all refer to a single individual in
U. They can be linked using foreign keys constraints and conceptually form a kind of tree.
Thus, entities in the Multi-Relational model can be perceived as tree records.
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Sid
S1
S2
S3
S4

GPA
95.5
82.7
65.8
100.0

PT

Scid
Sid
Course
Exam
Sc1
S1
Math
93
Sc2
S1
Pysics
97
Sc3
S1
History
95
Sc4
S2
C.Sc.
85
Sc5
S2
Physics
81
Sc6
S2
Religion
80
Sc7
S3
History
65
Sc8
S3
Religion
62
Sc9
S3
Physics
71
Sc10
S4
History
100
Sc11
S4
Religion
98
T1
Figure 6.1: Oridinal Multi-Relational database.
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Scid
Sc1
Sc2
Sc2
Sc3
Sc4
Sc5
Sc6
Sc7
Sc8
Sc9
Sc10
T2

Book
Discrete
Calculus
Dynamics
Rel. Hist.
Discrete
Dynamics
Cristianity
Romans
Cristianity
Calculus
Prehistory

Price
63
89
42
33
65
51
38
49
39
84
54

Nergiz et al. propose MiRaCLe [45] a k-anonymization algorithm that performs
clustering of the tree entities according to subtree-matching. MiRaCLe and its optimized
version MiRaCLeX [46] aim to create groups of identical tree entities of size k, through
attribute generalization and tuple suppression. An example of a 2-anonymous solution of
this algorithm for the original database of figure 6.1 is shown in figure 6.2.
It is noted that after every suppression of a tuple t in a table Ti all tuples from other
tables that contained a foreign key with the value of t.primary_key are also “suppressed” as
they are no longer useful or visible in the results of a person-specific join query. This results
to higher information loss of tuples and values that may not be rare enough to lead in a
privacy breach.
Furthermore, the application of a relational-oriented privacy model as k-anonymity
in the scenario of non-relational data leads to inevitable damage in the utility of the released
database, since it is require for all tree entities in the same equivalence classes to be
identical. A more relaxed approach like km-anonymity could have been more appropriate
and would have offered a better balance between privacy and utility of the microdata.

Sid
S1
S2
S3
S4
PT*

GPA
95.5
82.7
65.8
100.0

Scid
Sid
Course
Exam
Scid
Sc1
S1
Science
93
Sc1
Sc2
S1
Physics
97
Sc2
Sc3
S1
Social
95
*
Sc4
S2
Science
85
Sc3
Sc5
S2
Physics
81
Sc4
Sc6
S2
Social
80
Sc5
Sc7
S3
History
65
Sc6
Sc8
S3
Religion
62
Sc7
*
*
*
*
*
Sc10
S4
History
100
Sc10
Sc11
S4
Religion
98
T2*
T1*
Figure 6.2: An example of a 2-anonymous Multi-Relational database.

Book
Discrete
Dynamics
*
Rel. Book
Discrete
Dynamics
Rel. Book
Hist Book
*
Hist Book

Price
63
42
*
33
65
51
38
49
*
54
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Semi-structured data

Consider a collection of data where the structure of each record is not strict as in
relational data, nether completely free as in text, query logs or set-valued data. Assume each
record has the form of a tree whose root represents a particular individual in the dataset
and all other nodes contain information about the individual. Node labels can be perceived
as attribute values and ancestor-descendant relation between nodes implies some
connection between their data. Moreover, multiple nodes that contain different values of
the same attribute can co-exist in the tree-record of a particular individual. A representative
example of this scenario is the XML schema. Lately, XML data have become increasingly
popular in internet applications.
Anonymization of such semi-structured data, like XML datasets, is a challenging
problem since none of the existing model from literature can be directly applied in this
scenario.


Attacker’s possible knowledge.
The attacker may have partial background knowledge about a target, which includes
a set of values of nodes (their labels), which belong to a target tree (a subset of an entity’s
tree-structured record) and a number of Ancestor-descendant relations among these nodes,
if they exist.
The attacker may not have former knowledge of the schema the publisher uses to
represent data as trees. But they can easily infer it by observing the released dataset. The
information of relations between nodes can be extracted, using the schema and the logical
relations of the data he knows.
Relational-data oriented approaches, like k-anonymity, l-diversity, t-closeness and
their variants, cannot be directly applied to semi-structured data anonymization, because of
the special nature of this data. Traditional approaches do not capture the notion of
structural information that is included in the ancestor-descendant relations between nodes
of a tree dataset. Furthermore, transforming this dataset to a sparse high-dimensional table
as in [19] would be very inefficient and suffer from the curse of dimensionality, as there is no
bound to how many nodes with values of the same attribute an individual’s tree-record may
have.
Even a more relaxed set-valued data oriented approach like km-anonymity should be
expanded in order to be applicable in this scenario, as its original definition would ignore the
information of structural node relations that would be included in the microdata.
From the studied literature, the work with the closest data model to this problem is
the Multi-Relational k-anonymity. However, it is very restrictive as it forces all tree entities in
the same equivalence class to be identical.
The problem of efficiently anonymizing semi-structured data is a challenging future
work. This research will focus on examining thoroughly all possible attack models and

24

A Survey on Privacy Preservation Methods

Olga Gkountouna

provide new privacy principles that guarantee safe anonymous publications of semistructured data.

Conclusion
Privacy Preserving Data Publishing (PPDP) is an important real-life problem of many
organizations that collect personal information from individuals and are willing to share or
publish their data for scientific, statistic, commercial-analysis purposes or for transparency
reasons. Publication of these datasets causes great concern as it could reveal sensitive
information about individuals. The naïve approach of removing only the explicit identifiers
like name or SSN has been proven ineffective and led to several actual privacy breaches [52,
70, 71, 72].
This work is a thorough survey of the privacy preserving methods and principles that
have been proposed in the existing literature since the anonymization problem was
introduced in [48, 49, 50] up to the recent state-of-the-art more complicated solutions.
Primary works [52, 70, 71, 72] aimed to protect information disclosure against
identity linking attacks, by modifying Quasi Identifiers so as to make any individual
indistinguishable from at least k-1 others in the microdata. In later research papers new
classes of attacks were presented. Homogeneity attacks could easily breach privacy by
attribute linkage without identity linkage being required. Background knowledge attacks
assumed a more powerful adversary who had access to information that helped them
reduce the space of possible sensitive target values. New privacy principles like l-diversity
[62] and its variants [34, 66, 58, 38] aimed to give a more secure model for anonymous data
publishing, protecting against sensitive attribute disclosure. An alternative approach in [43],
δ-presence, provided protection against Table-presence linking attacks, where an adversary
is prevented from inferring the existence of an individual’s data in the anonymous release.
Privacy Model

Identity linkage
X
X
X
X

Prevents against Attack Model
Attribute linkage Table Linkage Probabilistic Attack

k-anonymity
l-diversity
X
l+-diversity
X
(a, k)-anonymity
X
δ-presence
X
Anatomy
X
(c, k)-safety
X
t-closeness
X
ε-privacy
X
ϵ-differential privacy
X
X
(ρ1, ρ2)-privacy
X
m-invariance
X
km-anonymity
X
ρ-uncertainty
X
Multi-R k-anonymity
X
Table 6: Privacy threats thwarted by different Privacy Models.

X
X
X
X
X
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Few years ago [45, 46] two additional threatening scenarios were introduced;
skewness attacks and similarity attacks. The first considers the difference between the
distribution of sensitive values in the microdata and the distributions of sensitive attribute
values within equivalence classes. The latter takes advantage of the similarity of distinct
sensitive values that are linked to an individual and can be perceived as a more general case
of the homogeneity attack model. Both these new attack models lead to attribute linkage.
The privacy principle of Closeness [45, 46] was proposed to additionally tackle these attacks
and prevent attribute linkage more effectively.
All above privacy models use the techniques of generalization and suppression, or
anatomization to anonymize the original tables. Proposed methods attempt to produce
anonymous releases, while maintaining the maximum possible data utility, by minimizing a
given information loss metric. Consequently, they are prone to Minimality attacks. These
attacks can result to identity, attribute or table-presence linkages. Differential privacy [13,
14] uses Laplacian Noise addition and is less susceptible to minimality attacks. It provides
strong privacy guarantees, while leaving little room for data utility maintenance.
A change of focus to different data models and non-relational data publication
scenarios was expressed in many recent works [56, 24, 7, 55, 45, 46], the most significant
being the km-anonymity model [56] for set-valued data publications. It provides a more
relaxed guarantee balancing effectively between privacy and utility, and is well adjusted to
the nature of its non-relational data model. The major drawback is that as an extension of
the k-anonymity model, it does not prevent sensitive attribute disclosure against
homogeneity attacks.
The most important privacy models that have been studied, as well as the type of
linkages that they aim to prevent are summarized in table 6.
Concluding this survey, there are still challenging open problems, as the
anonymization of semi-structured data, which are my main directions for future work. The
semi-structured data model was presented and possible adversary background knowledge
was described in the last section of this paper. It was shown that none of the existing privacy
models can be directly applied in this scenario, thus new opportunities for novel privacy
principle definitions and for the corresponding anonymization algorithm implementations
rise ahead.
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